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Outline 
•  Introduction: scientific background and motivation: 

– Astronomy with massive data sets and data streams 
•  Searching for sources and events: 

–  Faint, intermittent source detection 
– Clusters/sources on a clustered/correlated background 

•  Exploration of highly-dimensional parameter spaces 
– Classification, clustering, and outlier search 
– Multivariate correlation search 

•  Mining the time domain 
– Classification of transient events and variable sources 
– Optimal decisions for follow-up observations 



The Evolving Data-Rich Astronomy 

Astronomy is now driven by the progress in information technology 

Synoptic sky surveys: from Terascale to Petascale data streams 

t2 ~ 1.5 yrs 

Telescope+instrument are “just” a front end to data systems, 
where the real action is 

From data poverty 
and subsistence to 
an exponential 
overabundance 



There Are Lots Of Stars In The Sky… 

Modern sky surveys obtain ~ 1012 – 1015 bytes of images, 
catalog ~ 108 – 109 objects (stars, galaxies, etc.), 

and measure ~ 102 – 103 numbers for each 





Numerical Simulations:  

A qualitatively different and necessary  
way of doing theory, beyond 

the analytical approach 

Theory 
is expressed as data, 
an output of a numerical simulation, 
not as a set of equations 

… and then must be matched against complex measurements 



Astronomy Has Become Very Data-Rich 
•  Typical digital sky surveys generate ~ 10 - 100 TB each, 

plus a comparable amount of derived data products 
– PB-scale data sets are imminent 

•  Astronomy today has ~ a few PB of archived data, and 
generates ~ 10 TB/day 
– Both data volumes and data rates grow exponentially, with a 

doubling time ~ 1.5 years 
– Even more important is the growth of data complexity 

•  For comparison: 
Human Genome < 1 GB 
Human Memory < 1 GB (?) 
1 TB ~ 2 million books 
Human Bandwidth ~ 1 TB / year (±) 



… And It Will Get Much More So 
Large Synoptic Survey Telescope 
(LSST)  ~ 30 TB / night Square Kilometer Array (SKA) 

~ 1 EB / second  (raw data) 
(EB = 1,000,000 TB) 



Different Modes of Astronomy 
Targeted Observations of Selected Objects 

Sky Surveys: A Systematic Exploration of the Sky 

The Two Complement Each Other 



Systematic Exploration of the Observable 
Parameter Space (OPS) 
Its axes are defined by the 

observable  quantities 

Every observation, surveys 
included, carves out a 

hypervolume in the OPS 

Technology opens new domains of the OPS           New discoveries 



From Pictures to Knowledge 
Å Raw data processed into 
calibrated images 

Detect sources and measure their 
attributes (brightness, position, 

shapes, etc.) Æ 

Obtain 
follow-up 
spectra Æ 

Physical interpretation and understanding 

Analyze the data, select 
interesting targets 



Statistical Approaches are Inevitable 
•  Large numbers of sources enable populations studies, e.g.,  

–  Stars a Galactic structure,   Galaxies a Large-scale structure 
–  Evolution of galaxies or quasars; etc. 

•  Imaging is relatively cheap, but spectroscopy is expensive 
– We cannot obtain spectra of all detected sources 
– Develop photometry based estimators of “spectroscopic” 

quantities, e.g., redshifts, metallicities, star formation rates…   

Photometric 
redshifts: 
Assume models 
of (evolving) 
spectra for a 
given population 



Statistical descriptors 

Large 
Scale 
Structure 

Power 
Spectrum 

Population 
studies 

Quasars selected 
in a color 
parameter space, 
and their 
evolution 



Detection of transient/variable sources 
from multiple sub-significant detections 

•  Several sub-significant detections (e.g., ~ 2 – 3 σ) jointly form a 
significant detection – but which ones?  Averaging dilutes them 

•  Easier: the position of the putative source is known 
•  Harder: the sources can be anywhere 
•  Could be from heterogeneous surveys, other wavelengths 
•  Most data may not contain any detections 



Frank Masci’s Method 

•  The skew metric is a sensitive measure of asymmetry.  Unbiased 
estimate when sampling from a population                                                
with the local background mj and the                                                                  
Gaussian noise with σj at a pixel j:    
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•  Basic idea: marginalize 
over time by combining 
measurements locally 
using a test statistic whose 
S/N is enhanced relative 
to what single-epoch 
measurements can offer 

•  Windowing reduces contamination from overall global noise 
•  P-values for Sj under H0 can be obtained via Monte Carlo assuming 

a distribution for underlying noise 
•  A work in progress.  For details: fmasci@caltech.edu 



Sources on a Clustered Background 
•  Most source detection algorithms assume a Poissonian or 

Gaussian background noise (or none at all) 
•  But what if the background noise is spatially correlated? 
•  Also relevant for clustering/classification in parameter spaces 

Galaxy clusters and the large-scale structure 
l   . Radio sources and the Cosmic 

Microwave Background >



What is a Significant Flare? 
Sometimes it is easy, e.g.,  γ-ray bursts: 

But what if the putative flares are 
superposed on a correlated (e.g.,     
1/f noise) background? 

Blazar light curves from CRTS: 



Clustering in Parameter Spaces 

Re	  [3.6]-‐r	  

g-‐r	  

u-‐g	  

μ	  

σ	  

GC	  

Egal	  

dSph	  

Families of dynamically 
hot stellar systems 

Colors of stars and 
active galactic nuclei 

Multivariate correlations = 
clusters with a reduction of the statistical dimensionality 



Quasar Selection in Color Parameter Space 

High-redshift QSO 

Type-2 QSO 

Something new 

Some outliers belong to the 
known, but rare species, but 
some may be new discoveries 



Some Thoughts and Challenges  
•  Data mining ≈ Statistics expressed as algorithms 
•  Scalability with the number of data vectors and the number of 

dimensions is a looming issue: 
 N = data vectors, ~ 108 - 109, D = dimension, ~ 102 - 103 
–  Clustering ~  N log N  N2,  ~ D2 
–  Correlations ~  N log N  N2,  ~ Dk  (k ≥ 1) 
–  Likelihood, Bayesian ~ Nm (m ≥ 3),  ~  Dk  (k ≥ 1) 

•  Maybe we need to learn to live with an incomplete analysis: 
stop when you reach a desired accuracy 

•  Clusters are seldom Gaussian – beware of the assumptions 
•  Can we develop some entropy-like criterion to isolate portions 

or projections of hyper-dimensional parameter spaces where 
“something non-random may be going on”? 

•  Need to account for heteroskedadic errors 
•  Visualization in >>3 dimensions is a huge problem 



The Era of Cosmic Cinematography 
•  Synoptic digital sky surveys are now becoming the dominant 

data producers in astronomy 
–  From Terascale to Petascale data streams 

•  A major new growth area of astrophysics 
–  Driven by the new generation of large digital synoptic sky surveys 

(CRTS, PTF, PS1, … Fermi), leading to LSST, SKA, etc. 
•  All the challenges of traditional sky surveys, plus the time 

dimension and time-critical analysis requirements 
•  A broader significance for an automated, real-time knowledge 

discovery in massive data streams  



What can we observe? 
Astronomy in SpaceTime 

Traditional astronomy is 
on the 3D hyper-surface 
(aka space) of the past 
light cone in the 4D 
spacetime 

Time-domain astronomy 
carves out a 4D hyper-
volume as we move 
along the time axis of the 
4D spacetime 



Astronomy in the Time Domain 
•  Rich phenomenology, from the Solar system to 

cosmology and extreme relativistic physics 
–  Touches essentially every field of astronomy 

•  For some phenomena, time domain information is 
a key to the physical understanding 

•  A qualitative change: 
Static _ Dynamic sky 

Sources _ Events 
•  Real-time discovery/reaction requirements pose 

new challenges for knowledge discovery 

Synoptic, panoramic surveys  event discovery 
Rapid follow-up and multi-λ  keys to understanding 



The Catalina Real-Time Transient Survey 
(CRTS) 

•  Collaboration with a search 
for near-Earth asteroids at 
UA/LPL; we discover 
astrophysical transients in 
their data stream 

•  3 telescopes in AZ, Australia  

http://crts.caltech.edu 

•  About 6,000 unique, strong transients to date, including > 1,500 
supernovae, > 1,000 CVs, ~ 2,000 flaring blazars/AGN, etc. 

•  > 80% of the sky covered ~ 300 – 500 times over ~ 7+ years 

•  Open data policy: all data are made public immediately 



CSS Discoveries of Earth-Grazing Asteroids 

November 6, 2009 

CSS	  has	  discovered	  	  ~70%	  of	  all	  known	  NEOs	  

An	  extremely	  low	  cost	  
“sample	  return	  mission”	  



Sample Light Curves 
Blazar PKS0823+033 

We produce light curves for every detected source in the survey 
(> 5 × 108 sources), and make them publicly available.  They are 
generated automatically for transient sources, blazars, etc.   This 
is an unprecedented data set for time domain astronomy. 

CV 111545+425822 

Supernova 



Examples of CRTS Discoveries 
Cataclysmic Variables 
and Dwarf Novae 

Supernovae 

The Slowest 
Supernova 



A New Kind of a Supernova? 
•  Transient in an active galaxy 
•  All data consistent with it being a 

Type II SN – but it would be the 
most luminous SN ever seen!  

•  HST and Keck AO imaging shows 
that the event occurred within 150 
pc of the active nucleus 

CSS100217:102913+404220 

The first case of a Supernova           
from an Active Galactic Nucleus 
accretion disk?  (Predicted by theory, 
but never seen before) 



Unsettled Stars 

Fast transients (flaring dwarf stars) 

Newborn stars, FU Ori objects 

4 individual exposures, separated by 10 



Blazars: the Cosmic 
Accelerators 

•  The principal extra- 
galactic γ-ray sources 

•  Probes of relativistic 
jet physics 

•  AGN demographics 
and evolution 



Eclipsing White Dwarfs: Planets? 

(Drake et al. 2009) 

Earth-like planets cause 
~ 10-4 eclipses for the 
main-sequence stars… 

But it could be ~100% 
eclipses for the white 
dwarfs! 



200 (soon 500) Million Light Curves 

RR	  Lyrae	   W	  Uma	  

Eclipsing	  

CV	  

Flare	  star	  (UV	  CeT)	  

Blazar	  



Automated Classification of Transients 
Flare star Dwarf Nova Blazar 

Vastly different physical phenomena, yet they look the same! 
Which ones are the most interesting and worthy of follow-up? 

Rapid, automated transient classification is a critical need! 
(And it will get orders of magnitude worse) 



Why Is This Hard?  
1.  Data are sparse and heterogeneous 

o  Different measurements for different events, random 
sampling, variable data quality, archival coverage… 

o  Feature vector methodology generally does not work 
o  Most of the initial information is archival and/or contextual 

2.  High completeness / low contamination requirement [ 
3.  Must be done in real time and iterated dynamically 
4.  Follow-up resources are expensive and/or limited 

o  Only follow the most interesting/valuable events 
o  Decide on the optimal follow-up resource use 

5.  Could be also computationally resource limited                 
(processing power, bandwidth, etc.) 

6.  Huge and growing data volumes/rates 
➙  Must take the humans out of the loop! 

7.  Must be scalable to more and different data inputs 

(“Not your grandma’s 
classification problem”) 



Semantic Tree of Astronomical Variables 
and Transients AGN	  Subtypes	  

SN	  Subtypes	  



A Hierarchical Approach to Classification 
 

We use some astrophysically 
motivated major features to 
separate different groups of 
classes 
 
 
Proceeding down the 
classification hierarchy            
every node uses those classifiers 
that  work best for that 
particular task 

Different types of classifiers perform better for some event 
classes than for the others  



Bayesian Networks Implementation 
X = input measurements of individual kinds (e.g., mags, colors, etc.) 
Y = classes of events, Y = 1, … k 
Then: 

Initial results using single-epoch 
color measurements: 
Typical accuracy ~ 80% 
Typical contamination ~ 15 – 20% 

Expecting significant improvements 
when more observed features are 
used 



Markov	  Logic	  Networks,	  
Diffusion	  Maps,	  Multi-‐Arm	  
Bandit,	  Sleeping	  Expert…	  

2D Light Curve Priors 
•  For any pair of light curve 

measurements, compute the Δt 
and Δm, make a 2D histogram 

– Note: N independent 
measurements generate N2 
correlated data points 

•  Compare with the priors for 
different types of transients 

•  Repeat as more measurements are 
obtained, for an evolving, 
constantly improving 
classification 

Lead: B. Moghaddam 

SN	  Ia	  

RR	  Lyrae	  

SN	  IIp	  



Applying Δm vs. Δt  Histograms 
 

•  Measure of a divergence between the unknown transient 
histogram and two prototype class histograms 

?

Unclassified 
light curve 

Its  
Δm vs. Δt 
histogram 



Δm vs. Δt  Classifier Performance 
•  Performance measured with Leave-one-out cross-validation 

SN	   CVBlazarRRMira	  

SN	   A0	  =	  96.5%	   	  	  	  	  	  	  	  	  	  	  3.5%	  

CVBlazarRRMira	   	  	  	  	  	  	  	  	  	  	  	  2.1%	   A1	  =	  97.9%	  

•  Optimize histogram parameters (binning, smoothing, 
Dirichlet prior parameters) using a genetic algorithm  

•  Next step: expand to triplets of data points (Δt12, Δt23, 
Δm12, Δm23), possibly even higher multiples 
²  This can get very computationally intensive 

•  Also:  account for the cadence window functions 



LC Feature Vectors 
•  Light curves have different numbers 

of points and different sampling 
•  Compute a set of parameters for any 

given light curve; they form feature 
vectors (Richards et al. 2011) 

•  Apply various classifiers: random 
forests, SVM, ANN, SOM… 
–  Also experimenting with Eureqa 

•  Optimize the feature selection 
 

Richards et al. (2011) 

… etc.  ~ 60 features total 



Automated Classification of Variable 
Stars Predicted Class 

True C
lass 

Dubath et al. (2011): 

Used random forests 
on a set of 14 light 
curve features to 
recover 26 classes of 
variable stars from the 
Hipparcos catalog 

Confusion matrix a  

Similar results by the 
Berkeley group 
(Richards et al. 2011) 



Optimizing Feature Selection 

Completeness	   ContaminaTon	  

Blazar	   83%	   13%	  

CV	   94%	   6%	  

RR	  Lyrae	   97%	   4%	  

Amplitude	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
beyond1std	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
flux_percentile_ratio_mid65	  	  	  	  	  	  	  	  
max_slope	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
qso	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
std	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
lomb-‐scargle	  

Completeness	   ContaminaTon	  
Blazar	   81%	   13%	  
CV	   96%	   5%	  
SN	  Ia	   100%	   <1%	  

Linear_trend	  
Median_absolute_deviaTon	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
lomb-‐scargle	  

Select a subset of features from the data matrix X that best predict 
the data in classes Y by sequentially selecting features until there is 
no improvement in prediction:  using Decision Trees with a 10-fold 
cross validation.  

(Lead: C. Donalek) 



Automating the Optimal Follow-Up 
For the potentially most interesting events, what type of follow-up 
observations a x has the greatest potential to discriminate among 
the competing .                                                                         . 
event classes y? 

Request the optimal 
follow-up observations 
from the available 
assets that maximize 
the entropy drop: 



Some Good Challenges: 
•  Detection of faint, intermittent, sub-significant sources 
•  Sources/clusters on a correlated/clustered background 
•  Scalable clustering with a non-Gaussian geometry, errors 
•  Efficient discovery of “interesting” regions in parameter spaces 
•  Classification of transient events (sparse, heterogeneous data) 
•  Optimal decision making for limited follow-up resources 


